
CS 7495 LEARNING PORTFOLIO, BY CAN ERDOGAN

This page constitutes my internal learning portfolio for CS 7495, Computer Vision, taken in Fall 2011. In it, I discuss what I have learned throughout the course, my activities and findings, how I think I did, and
what impact it had on me.

The external view of this information can be found at insert external URL, and is targeted towards computer scientists everywhere.

ABOUT ME

I am a first year Robotics PhD student, at School of Interactive Computing, in College of Computing, Georgia Institute of Technology.
Website: http://www.cc.gatech.edu/~cerdogan/

FOUNDATION: READING AND ASSIGNMENTS

In the course, we completed several assignments on the foundations of computer vision, after reading the relevant material in the textbook.

What I have learned from the reading material and doing assignments: A strong mathematical foundation, in particular, linear algebra, is a must for mastering most of the computer vision
techniques.
My favorite assignment: The tracking assignment (# 5) was the most interesting for me as I got to learn about the mathematical details of well-known techniques, such as Kalman filters.
Self-assessment: I think I did well in the class. I attended almost all of the lectures and completed the assignments of time. The most challenging assignment was the first assignment (as intended so I
guess) where a very rigorous mathematical background was needed. I did best on the tracking, multiple images, geometry and signal processing.

SKILLS: MINI-PROJECTS

There were three mini-projects in which I chose to research a problem that was supposed to be relevant to my future career. For each of these three projects, I proposed a solution, implemented it, and
described it in a mini-conference paper.

What I have learned: First of all, the first two projects I worked on were on combinatorial preconditioners and the third one was on object classification. The first two projects led me to learn a lot
about condition numbers, the idea of stretch and etc. - the concepts where one does not usually get to learn about in more widely known subjects. In the last project, we first tried to adapt POMDPs
for object classification, which led me to revise POMDPs and that was useful.
How I did on the projects: I think I did well in all the projects. The third project was the one I think I did best as I was invested most for that project and spent a considerably more amount of time. It
was also the most challenging one as we had to build up a toolbox from scratch.

MY FAVORITE PROJECT

Introduction: People are very successful at classifying types of objects. Classification is of extreme importance as without the knowledge of the contents of a scene, we can not fulfill even the simplest daily
tasks such as getting in our car in the parking lot. However, sometimes our first guess for an object class, i.e. a Ford vs. a Toyota car, is wrong; but further analysis leads to the right classification. We claim
this phenomena is due to an approximate analysis of objects. In this work, we study how we can create a classifier that selects features real-time based on its best estimate of what the object might be. The
idea is that if we have a slight clue as to what the object is, then, we can prioritize the analysis of the more discriminative features of the object and thus, reach a conclusion faster. Below is few images from
the dataset we worked on:

Related work: Object recognition has been extensively studied in vision. The task can be roughly separated as: (1) feature extraction and (2) object modeling and classification. For the feature extraction. the
goal is to extract useful information from the pixels in the images. Recently, the scale-invariant feature transform and its variations are widely used for object classification, but they use only the point-based
or patch-based object representation. To have correspondence to the human perception, other features like lines, contours and shapes are also widely used. Regarding modeling and classifying objects, Fergus
et al. worksite:/PortfolioImages/cerdogan/fergus2003.pdf proposed the constellation model to probabilitically describe the appearance and geometry of an object’s parts. Felzenszwalb et al. 
worksite:/PortfolioImages/cerdogan/felzenszwalb2008.pdf proposed to train classifiers based on a mixture of multiscale deformable part models and report the state-of-the-art results. Most previous
approaches try to find the optimal estimate of the object type by using all of the features in the images. This is based on the assumption that (1) the computation speed is not of concern and (2) the quality of
the features or images are homogeneous. For real-time applications, however, the first assumption is invalid, but it can be resolved by selecting only the most informative features for object classification 
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worksite:/PortfolioImages/cerdogan/vidal2003.pdf. The second assumption could also be invalid if the imaging process is noisy or unreliable. To the best of our knowledge, there is no paper that addresses
these two issues in a principal manner.

Approach: Each training input is a labelled image containing a single object where the ground truth of the object class is known. Without losing generalization, assume that the object we would like the
classify is a car. We label each image by drawing bounding boxes around distinctive parts of a car such as the side mirrors, headlights, grilles and the bumpers. So for each training image, we can get the
locations of the parts of the cars and the model the car. The approach is to start with a uniform probability b_i for each model M_i and update the probabilities by multiplying them with the likelihoods
P(x|z_i) for the most informative part z_i at each iteration. The choice of the next part depends on two types of information: 1) the prior information about how discriminative each part of a model is, and 2)
the photometric properties (i.e. bluriness) of a part in the input image. For each type of information, we rank the parts (details omitted - see paper) and then take the average of their ranks to determine a
final ordering. So, the basic idea is to keep looking at the most discriminative part of an object instead of taking account every part which would be provide advantages both in accuracy (avoiding noisy
part measurements) and computational time (too many parts!).

Results: In the first part, all the images are evaluated as collected from the web. We plot the success rate on the y-axis and the number of parts used in a combination of parts on the x-axis. For instance, ``3''
refers to all the combinations of 4 parts. Also, on the x-axis, we include our algorithm. As expected, the accuracy of the results increase as the number of parts increase, as the additional parts bring in more
information. In the second figure, we demonstrate the computation time where as expected, for the first four data points, the time increases as the number of parts increase. The take away from this first
experiment is that, by using less parts and thus less computation time, our algorithm yields as good results as the ``4 part'' approach. Note that these results are the best attained from the random sampling of
the cross-validation approach (see the two figures to the left). In the second part, we blur the test images, one part at most, thus increasing the number of testing data. For each blurred image, we repeat the
same experiment as in part 1. The results show that while the error rate of our method is comparable to that of using all of the four parts, the computation time of our method is 35 percents faster (see the
two figures to the right).

Lessons learned: There is a lot of possible research areas in online vision problems and this study shows, with a simple example, that progress can be made. In particular, the already establish algorithms in AI
and planning can and should be applied to problems in vision. Also, POMDPs are hard.

Why favorite project?: This project was my favorite because with respect to the first two, we started with a bolder claim and a harder task. Although we failed at our first approach, adapting POMDPs to the
object segmentation, we achieved a reasonable success by using the same value iteration idea.

Links:

Project 1
Project 2
Project 3

SELF-ASSESSMENT

What I have learned from this course: In addition to the multitude of techniques covered in the class, and the significance of a strong mathematical background from the assignments, I also learned
the significance of team work in the mini-projects. Also, I had to get into habit of producing a lot of work in a short amount of time for the mini-projects, which I believe is very useful to create fast
prototypes for small, possibly promising ideas.
How I think I did and improvements: I think I did well in this course - clearly, got good grades in the assignments and did acceptable in the projects. I could have re-submitted the second paper but
was too busy with a paper submission. So, if I had more time, I could have done better.

COMMENTS FOR THE INSTRUCTORS

What I particularly liked about the course: I liked the idea of multiple faculty members providing lectures in their specialties. I think it was more useful to learn about the particular vision subjects
from their "experts" since they usually went more in depth and pointed out to interesting challenges and solutions.
What I would change in this course: I would make two changes. First of all, I would suggest that only those researchers that are as interested in teaching as informed in their specialties should
suggest. The fact that one is very experienced in a subject does not necessarily imply that he/she is a good lecturer or interested in lecturing. Secondly, I don't think three mini-projects are really
useful to get a better experience with doing research in the vision domain. I would suggest either one or two projects working a faculty member one-to-one, going more in depth in a specific subject of
interest.

FINAL COMMENTS

Reflection on the course: I think in general the course was useful in introducing a wide range of subjects and instilling the habit of creating fast prototypes and experimenting in the students.
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