
 

 

 

 

Abstract—The RoboCup Small-Size League of robot soccer has 

recently experienced an increase in preference of chip kicks 

over flat kicks since the additional complexity of the 3D motion 

of the ball has instantiated new possibilities in the game and 

motivated new research. In this paper, we investigate the 

possibility of detecting the bounces of chip-kicked balls in order 

to enhance the chances of robots making successful passes to 

each other through the air. Our approach is to detect the points 

of interruptions in the noisy, online data updated 60 fps that are 

otherwise G1 continuous.   Our results are very successful in a 

wide range of challenging passing situations. 

I. INTRODUCTION 

For most mobile robotic systems, the detection of events 

of interest in the environment is crucial for determining a 

desired behavior. Such requirement is emphasized in 

domains such as RoboCup Small Size League (SSL), where 

the autonomous, multi-robot systems interact with each other 

in a rapidly changing, complex robot soccer environment. In 

this domain, the main sources of sensory input are two 

overhead cameras, placed over the playing field, which 

transmit the vision information to an off-board computer, 

which then strategically plans and radio controls the robots. 

In this paper, we describe a method of detecting the bounces 

of a chip kicked ball to increase accuracy and precision in 

receiving chip kicked passes. We also analyze the problems 

inherent to the domain, when trying to achieve this task.  

In Section II, we discuss why it is important to receive 

chip kicked passes and why detecting bounces is a 

fundamental step in this process. We analyze related work, 

with which we compare our algorithm. In Section III, we 

describe the fundamental problems to overcome in order to 

implement a bounce detector in the SSL domain, and 

formally state the task. In Section IV, we present our 

algorithm, which is then followed by experimental results in 

Section V. Finally, in Section VI, we conclude with a 

summary of the main contributions of our work and a 

discussion of possible future work. 

II. OVERVIEW AND RELATED WORK 

For several years, the SSL domain has incorporated chip 

kicks into game play, and recently, with the increase in 

precision of the hardware and the enhancement of software 
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to parallel it, the chip kicks have become a dominant part of 

SSL soccer. The possibility of successfully receiving a chip 

pass over long distances has become a significant source of 

inquiry.  

To successfully receive a chip pass with its kicker, which 

is the hardware that a robot uses to kick and receive a ball, a 

robot has to position itself exactly at the position where the 

ball falls on the ground. Such positioning is difficult for two 

main reasons. First, the end position of a chip shot has the 

high variance of the actuation uncertainty of the kicker 

hardware. Secondly, a chip detection algorithm to estimate 

the chip end position is computationally challenging and 

takes prohibitive time to converge to an acceptable 

prediction for an accurate positioning of the receiver robot. 

To receive and control the ball, a receiving robot can either 

stop and deflect the ball, as it comes from the air, or back up 

and let the ball reach a more steady motion. We use the first 

alternative, deflection, in corner kicks as the accuracy of 

where the ball is reflected is not as important as long as it 

gets into the goal However, to control the ball, we need the 

ball to be reflected somewhere close to the receiver robot, 

which is a challenging control problem. For the second 

alternative, backing up, we need to model how the 

interaction with the field carpet affects the ball direction at 

the bounce instances, again a challenging problem. We 

contribute a solution in which we let the ball bounce, detect 

the bounce locations, and update the ball direction after each 

bounce. Figure 1 illustrates how just a few degrees of change 
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Fig. 1.  The black line is the original, anticipated chip kicked ball 

direction and the light blue line is the new ball direction after the 

bounce. The scene is captured from our sophisticated viewer that 

displays the processed view from the overhead cameras. 
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in the ball direction can lead to a change in the reception 

location that cannot be overlooked. The extent of the impact 

of the bounces in the change of ball direction is discussed 

furthermore in the experimental results section.  

To the best of our knowledge, Asano et al. [1] are the only 

ones in the SSL, who focused on detecting basic behaviors of 

the ball, including a shot to the goal and a pass. However, 

they have omitted behaviors such as chips and bounces, the 

behaviors that we are particularly interested in detecting in 

our work. In addition to the robot soccer domain, in the real-

time soccer game analysis area of computer vision, some 

work has been done to detect the 3D position of the ball. Ren 

et al. [2] have focused on real-time ball tracking using 

multiple cameras; however, we could not implement their 

method in the SSL domain as there are only two overhead 

cameras, each responsible for one half of the field. 

Interestingly, Kim et al. [3] approached the problem with a 

single camera, using physics-based search to determine the 

chip direction and thus the 3D position. However, their work 

dictates the implementation of a computationally intensive, 

offline process. Moreover, the bounce of a ball can also be 

regarded as the parabolic fall of an object from a particular 

height to the ground and in this aspect, a body of research 

has been done to detect the falls of elderly people in medical 

engineering. For instance, Rougier et al. [4] utilized the 

orientation of a 3D head model to detect the head and 

particle filters along with velocity cues with respect to a 

global frame to register the fall of a person. However, not 

only the inherent noise in the system impedes the use of 

velocity cues, but also the problem of finding the chip 

direction, and thus the chip frame with respect to which the 

velocities are computed, is the main challenge that we are 

addressing. Lastly, there is clearly a large body of work on 

tracking objects, in general, which strongly rely on analytical 

models of the object motion even under actuation (e.g., [5], 

[6], [7]). We are not able to adopt these methods, as there is 

no sufficient knowledge to model all necessary environment 

variables of all the involved components on the chip kicked 

ball, including kicker force, direction, and carpet friction.  

III. PROBLEM FORMULATION 

We now formally state the bounce detection task and  

describe different domain related issues to acknowledge 

before trying to solve the bounce detection problem. 

A. Bounce Detection Problem 

The formulation of the problem relies on the fact that the 

bounces manifest themselves within the disturbances in the 

G1 continuity of the ball trajectory as the ball is in the air. 

Given the domain of chip shots, the projection of the ball 

after the chip is a combination of a series of parabolic curves 

where the roots of the parabolas correspond to the kicker 

position and the following bounce positions. Figure 2 shows  

the multiple bounces of a chip-kicked ball. Formally, our 

algorithm tries to detect the points of disruption in the 

otherwise G1 continuous projection of the ball form the 

given online noisy ball position data. 

The input to the algorithm is the raw vision location that is 

not yet processed by a tracker but directly received from the 

vision system. Our preference of raw vision data over the 

processed one is due to the unreliability of ball tracking in 

three dimensions with the two disjoint overhead cameras. 

Note that there is also a restriction on computing time. 

First, the algorithm should recognize a bounce in real-time, 

i.e., as it happens. Secondly, it should be computationally 

inexpensive, so it executes at 60Hz, i.e., at 60 fps. 

B. Dominant Misleading Factors Inherent to SSL 

Although one might expect that the most dominant cause of 

error in the application of this algorithm in real-world 

conditions would be noise, there is a wide spectrum of 

domain related conditions which can lead to missed bounces. 

Note that here we only analyze cases that would lead to the 

missed detection of the first bounce, since the algorithm 

depends on the assumption that the previous bounce was 

located correctly. 

There are two leading causes for failing to visually detect a 

bounce, namely (i) the ball collision with a robot, and (ii) the 

nonexistence of a bounce in the ball trajectory. A collision 

with a robot means that a chip-kicked ball falls on top of or 

in close proximity of a robot, which then blocks the overhead 

cameras from seeing the location of the ball. The reason for 

the nonexistence of a bounce in the ball trajectory is mostly 

due to the damping effect of the playing field itself, for 

example if it has a hollow space underneath. Figure 3 shows 

a case of a nonexistent second bounce as the ball is damped 

on the impact with a particular playing field.  

 
 
Fig. 3. The ball is chipped almost half of the field, but it does not 

bounce due to the damping effect of the field. Bright orange curve 

is the raw location of the ball detected by the cameras. 

 
 

Fig. 2. The parabolas (bright orange) created by the ball projection. 

Dark orange is the output of our ball tracker. Note that the parabolas 

are inverted vertically due to the camera perspective. The chip start 

position (a) is covered by the robot 1. Points b, c and d are the 

detected and determined bounce locations. 
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Three of the other causes for failing to visually detect a 

form a special group pertaining to the visual input from the 

cameras about the ball location. The first cause refers to 

cases where the ball projection is positioned in such a way 

that some sections of the ball are out of the bounds of the 

playing field (see Figure 4). It also encompasses the cases 

where the ball was chipped too powerfully and the first 

bounce was located out of bounds. 

The second cause in this group is related to the inevitable 

discontinuity of two-camera vision system, which does not 

guarantee the continuity of the ball trajectory as it passes the 

middle of the field where the field of view of the two 

cameras overlaps. For instance, when the ball is in the left 

half of the field, the vision processing system uses the left 

camera as the active camera and returns the chip projection 

from the point of view of the left camera. However, when the 

chipped ball continues to fly into the second field, the active 

camera is changed and thus the projection is now from the 

second camera. Thus, the ball projection, which was 

supposed to be a continuous parabola becomes two half-

parabolas joined together to each other by a line at their 

corresponding ends (see Figure 5). 

The third cause related to the camera input arises when the 

direction in which the ball is chipped, intersects the camera 

position when looked from the top view. In this case, the 

camera projects the chipped ball location onto a straight line, 

thus taking away any information we could retrieve from the 

projected ball location about its height (see Figure 6). 

Basically, the chip projection looks just like a flat kick and, 

most of the time, even the chip detection misses such chips.  

In addition to the domain specific problems above, we also 

have to deal with the noise that is inherent in the ball 

location detection. In our experiments, we determined that 

the noise in the real-world application is approximately 

~1.25mm in average.  

IV. MULT-BOUNCE DETECTION ALGORITHM 

Our algorithm is based on the idea that if we draw a line 

joining a new bounce location and its predecessor (could be 

the kick location or the previous bounce), without noise, all 

of the ball locations shortly before and after the bounce 

should be at the same side of this line, either above or below 

(See Figure 7). To implement this idea, the algorithm 

analyzes m points before the presumed bounce location and 

n points after it and checks if the majority of them are in the 

same side. For instance, in Figure 7, (m, n) is (5, 3) and we 

see whether 3 points before the presumed bounce frame and 

2 points after it are in the same side of the reference line.  

Note that the choice of the values m and n are pertinent to 

the successful application of the algorithm. Although an 

increase in the number of points after the presumed bounce 

frame suggests a paralleled increase in robustness, it also 

implies an increased period time of latency in the detection 

of the bounce. The algorithm would have to wait for n 

frames within the occurrence of the bounce to detect it.  

Algorithm 1 presents our complete multi-bounce detection 

algorithm. It accepts three arguments, lastBounce, n and m, 

to check whether the n
th

 frame in the past could have been a 

possible bounce. Note that the algorithm requires a location 

to create a reference line and here, we use the lastBounce 

argument, whether it may be the location of the previous 

bounce or the start position of the chip kick motion.  

 

 

 
 
Fig. 4. The boundary problem case where the ball projection is out of 

bounds. The red circles are the points where the vision trajectory had 

a discontinuity because the projection of the ball in the air fell outside 

of the cameras’ field of view. 

 
 

Fig. 5. One of the most common problems in bounce and chip 

detection as the ball is chipped across the field under a two-camera 

vision system. The lower orange curve is the ball projection from the 

right camera whereas the left set of curves is the ball projection from 

the left camera. In this case, because the algorithm only makes use of 

a certain range of frames around the bounce locations, it still 

succeeds and is not affected by this discontinuity. 

 
 

Fig. 6. The camera location problem, which presents itself whenever 

a chip is made so that its direction goes below the camera location. 

Here the yellow circle is the camera location, the black line is the 

detected chip direction and the orange line is the raw ball location 

data as taken from the vision cameras. 
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Also note the four sequential checks made once the points 

around the bounce location are at the same side. The 

intention of these checks is to make sure that the data is not 

misleading due to specific domain-related vision issues, as 

discussed in Section III. 

V. EXPERIMENTAL RESULTS 

To evaluate the correctness of our multi-bounce detector 

algorithm, we made two sets of experiments: real-world and 

simulation. The input data for the real-world experiments 

was taken from the RoboCup 2010 games, where we logged 

the relevant information from the games, including the 

location and orientation of all the robots in the field, the 

game state, and the ball position. The simulation data was 

generated based on assumptions, as we discuss below.  

A. Experimental Method and Evaluation of Success 

To run the bounce detector algorithm on a given input, an 

initial location is needed, may it be the chip start location or 

a previous bounce position. In the experiments we present, a 

chip detection module is used to provide the chip start 

location. As a result, the success rate of the algorithm is 

closely related to the number of successful chip detections. 

In other words, unless a chip is detected, we don’t expect the 

algorithm to detect a bounce.  

The bounce detector algorithm also requires a history of 

frames as an input for each of its runs. For the real-world and 

simulation experiments, we inspect 5 points both before and 

after the bounce for detection. This decision was taken to 

increase the success rate of the algorithm when dealing with 

the high values of noise introduced in the simulator and the 

unexpected conditions in the real-world data. Moreover, in 

the context of processing 60 fps and controlling multiple 

robots, the 0.083s overhead for precision and accuracy is 

regarded to be worthwhile and negligible.  

To evaluate the algorithm on a single chip shot, we will use 

the following approach. A chip, made on a flat and hard 

carpet floor usually leads to at least two bounces before 

transforming into a rolling motion. As explained in Section 

III, both bounces result in parabolic projections of their own, 

similar to the chip itself, although the sizes of the projections 

differ. In fact, the first bounce results in a parabolic 

projection quite larger than the second one and therefore is 

easier to detect. Although it is sufficient to run the algorithm 

to check only for the easily detectable first bounce to prove 

its correctness, we check whether it can correctly find both 

of the bounce locations, or if only one of them, which one.  

Note that this decision was made because the detection of 

each bounce provides a different kind of information. The 

detection of a first bounce provides more precise knowledge 

of the fall position of the chip in comparison to the estimate 

we have from a chip detector. On the other hand, the 

detection of the second bounce leads to another update on 

ball direction which might have changed due to interaction 

between the ball and the ground in the first bounce. 

Lastly, the method of how to check if a bounce was 

detected correctly should be discussed. Both in the real-

world and the simulation, cases exist where bounce locations 

are ambiguous because the ball location from one frame to 

another does not change significantly (see Figure 8a). 

Especially, with the levels of noise induced in the simulation 

environment, pinpointing the exact bounce frame is almost 

impossible (see Figure 8b). To cope with this problem, we 

only accepted a bounce to be detected if the bounce frame 

Algorithm 1  Bounce Detection_                               __                               

Procedure DetectBounce (lastBounce, m, n) 

while true 

  history ← getHistory(m+n+1); 

  bounceFrame ← getFrame(history, n+1); 

  referenceLine ← getLine(bounceFrame, lastBounce); 

  for k ← 1 to m+n+1 

    frame ← getFrame(history, k); 

    sides[k] ← findSide(referenceLine, frame); 

    preBounceSide ← getMajority(sides,n+2, m+n+1); 

    postBounceSide ← getMajority(sides,1,n); 

 if preBounceSide = postBounceSide then 

      if checkDiscontinuity(history, n+1) and 

         checkCollision(history, n+1) and 

         checkCameraSwitch(history, n+1) and 

         checkLinearTrajectory((history, n+1) then 

         return true; 

      end 

    end 

  end 

end 

 

 
 
Fig. 7. First column shows a chip shot projection with start position a 

and bounces b and c. Middle column shows an example of the 

algorithm finding the right bounce location as all the points before 

and after the bounce location is on the same side of the blue reference 

line. Right column shows an example of the algorithm denying a ball 

location because the points before and after the bounce are not on the 

same side of the reference line. 
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Fig. 8b. In the real-world experiments, there are cases with 2-3 

possible ball locations near the bounce location. For these cases, we 

accept the detector output correct, as long as near the bounce region. 

 
 

Fig. 9. The difference between the estimated and actual ball direction 

decreases as chip distance increases. Moreover note how the second 

bounces provide additional information on the change in direction. 

returned from the algorithm and our personal estimates are 

within 1-2 frames proximity of each other. As there is no 

other algorithm to detect bounces we know of, we basically 

compare the bounce detector results with our observations.  

We postpone the details of the experimental method of the 

simulation world, in particular how noise was created and 

induced into the simulation environment, for after the real-

world results to preserve the generality of this section.  

B. Real World Experiment Results 

Below is the table of results we obtained by running the 

bounce detector algorithm on the logs from RoboCup 2010 

games. Each row refers to a game played with an opponent 

whereas the last two columns present the success rate of 

detections for both the first and the second bounces. As 

explained in the evaluation section, the success rate is a ratio 

of number of bounces detected to total number of detected 

chips. For instance, 10/11 for the 1st half of the game with 

team Skuba, represents the 10 successful detections of the 

first bounces in the 11 detected chips (See Table I).  

Throughout the entire tournament, out of the 108 chips 

detected, 77 first bounces (71.3%) and 44 (40.7%) second 

bounces were successfully detected.  

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

In Table II, we present the different causes of missed 

bounce detections in all the trials to emphasize the impact of 

domain-related properties in the evaluation of the algorithm. 

Note that we focus only on the first bounces that are missed. 

TABLE II 

ANALYSIS OF CAUSES OF MISSED BOUNCES 

Causes of Missed Bounces Number of Instances 

Ball projection out of bounds 2 

Camera switch with ball in mid-air 2 

Collisions with robots 17 

No bounce in ball trajectory 3 

Camera position over ball trajectory 2 

No observable cause 5 

C. Impact of Bounces in Ball Direction  

The angle difference between the estimated ball direction 

and the observed ball direction after the bounces is presented 

in Figure 9. As the chip distance increases, the estimated ball 

direction improves as we have already stated in Section II. 

Moreover, we can also observe how the second bounces 

 
 

Fig. 8a. In the simulation environment, several frames are around the 

bounce location due to the high noise levels. The orange curves and 

the red circlesare are the noiseless trajectory and bounce locations. 

For the first bounce detected with noisy data,  any of the three frames 

in the black box are accepted, close to the actual bounce locations. 

TABLE I 

NUMBER OF BOUNCES DETECTED 

Opponent  Half  1st Bounce 2nd Bounce 

Skuba 
1 10/11 3/11 

2 10/17 8/17 

MRL 
1 11/16 8/16 

2 6/10 4/10 

Kiks 
1 13/16 6/16 

2 15/18 7/18 

Owaribito 
1 3/5 2/5 

2 * * 

Parsian 
1 1/3 1/3 

2 6/6 5/6 

UBC 
1 2/6 0/6 

2 * * 
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record additional change in the ball direction, supporting the 

hypothesis that the interaction between the carpet and the 

ball changes the ball direction. Thus, we can conclude that 

the ball detection algorithm can prove useful in updating the 

chip kicked ball direction when a robot attempts to receive 

chips of comparatively smaller length.  

D. Simulation-World Experimental Method 

This section is organized into two parts: generation of 

noise and assumptions made in the simulation world. Since 

the real-world noise vary in different conditions and the 

noise recorded in RoboCup 2010 matches is limited to 1.25 

mm’s, to demonstrate the robustness of the bounce detector 

algorithm to high levels of noise in online data, we inject 

noise into a simulation world which, by default, has no noise.  

To prevent the injected noise from disrupting the smooth 

operation of other simulation facilities such as the chip 

detector module, we only modify the data that is given to the 

bounce detector algorithm as an input. To inject noise to the 

input data, we altered each 2D position vector by adding an 

offset from a Gaussian distribution with a coefficient 

ensuring that we can induce noise levels ranging from 0mm 

to 40mm. For instance, in the worst case, the distance 

between an original point and an its altered version would be 

40 mm’s. When the ball moves at its top speed in the real-

world, the image retrieved by the cameras becomes a blur 

about the size of the ball (22 mm in radius) and so, 40mm 

becomes a natural upper limit for the artificial noise. 

One of the most important differences between the real-

world and the simulation experiments is the source of data. 

In the real-world, we have two overhead cameras which 

cause some of the problems listed in Section III, whereas, the 

simulation world, by having one camera by default, isolates 

the simulation data from such problems. 

Another important difference is the relative position of the 

camera to the chip direction and chip start location. The chip 

direction and location was chosen such that the camera was 

placed almost perpendicular to the approximate position of 

the first bounce and far away enough so that the other two 

camera problems in the real-world do not manifest 

themselves. The same chip direction and start location were 

used for all the noise levels.  

E. Simulation World Experiment Results 

The plot in Figure 10 demonstrates how the numbers of 

successful bounces, both the 1st and the 2nd ones’, change 

with increasing noise levels out of 20 trials. There are two 

conclusions we can draw from this graph. First is about the 

differences between the “detectability” of the first and the 

second bounces. As the plot makes it clear, the 1st bounce 

always has a higher percentage of detection than the second 

ones even when they decrease gradually as the noise level 

increases.  

Secondly, we can see that until 16-18 mm’s the success 

rate for the first and second bounces are 95% and 75% 

percent respectively, asserting the robustness of the 

algorithm to high levels of noise. 

VI. CONCLUSION 

In this paper, we formalized the bounce detection problem in 

terms of the raw vision ball trajectory and identified the 

common domain related factors that need to be taken into  

account to successfully accomplish a detection task. Then, 

we introduced a multi-bounce detection algorithm which has 

success rates of 77.1% and 40.7% with the real-world data 

and 95% and 75% with the simulation-world data for the first 

and second bounces respectively. Future work includes 

studying the effect of adding to the algorithm additional 

domain knowledge such as the height of the cameras. 
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Fig. 10. The graph describing how the detection success of bounces 

changes with respect to noise levels. 
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